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Abstract—Future networks relying on models in their appli-
cations, e.g., control loops in the Tactile Internet, will exhibit
a need to have model parameters available before interactions
take place. This anticipatory delivery of model weights effectively
results in required negative latencies for the overall services. We
provide an exemplary motivation based on advertising to mobile
users that is optimized by user-modeled preferences. We employ
this example for our discussion of anticipatory networking in this
paper, with an overall focus on the overarching concepts.

Index Terms—Anticipatory networking, Tactile internet, 5G,
Ubiquitous computing, All reality

I. INTRODUCTION

Ubiquitous computing emerged in the late 1980s at Xerox
Park [1]. Weiser coined the ultimate goal for this technology
in [2] as The most profound technologies are those that dis-
appear. They weave themselves into the fabric of everyday life
until they are indistinguishable from it. Indeed, one of the long-
term goals was to arrive at calm computing or calm technology,
which results in technology “which informs but doesn’t de-
mand our focus or attention.” [3]. Since these early beginnings,
the advances in technology have been manifold. Specifically,
over the years the capabilities and methods of interacting
with the environment have emerged from research to practical
solutions casually obtainable in stores. Some of these works
are commonly put together as the human-machine interface,
however they relate even more to the notion of realities and
how humans as well as machines perceive them. For example,
in [4] Minsky, Kurzweil, and Mann describe the bidirectional
sensing, processing, and actuation of humans and machines
to form Humanistic Intelligence (HI). In HI, human senses
and effectors are augmented or mediated by machines with
sensors and actuators. The human and machine intelligences
jointly form HI with the human in the feedback loop of a
computational process. This concept has recently found strong
technical considerations in the form of the Tactile Internet [5].
Additionally, one needs to consider the impacts and interplays
that derive from the joined activities in this context. Here,
the recent descriptions and definitions for considerations of
reality in [6], with adoptions from [7], define the three main
axes of a multimediated all reality *R as physical, information,
and sociopolitical scales, in contrast to individual portions
thereof captured in, e.g., Augmented/Mixed/Virtual Realities

(AR/VR/MR). Several other contributors in the domain have
provided aggregations of trends at the beginning of the 21st
century,see, e.g., [8]. In turn, recent views on the Online-
Offline communication are moving along these lines [9], [10].

As we will be increasingly witnessing the implementation of
these early concepts in actual environments with the increased
help of lower network latency supported by 5G networks
(or with other networking technologies, depending on the
use case) and aided by the significant advances in machine
learning and artificial intelligence in recent decades, one still
requires the notion of context in order to derive suitable
approaches that can embed an individual human or machine
into an *R scenario. More specifically, the notion of data (e.g.,
from sensor readings) can be interpreted with context to infor-
mation (e.g., through edge-cloud processing) and be used with
learning processes to derive knowledge (e.g., using machine
learning to identify long-term trends in the cloud), as well
as again be employed to generate information to be used to
generate data (commands sent to actuators). This was already
the base of discussion in the last millennium, commonly due
to misconceptions and lack of unified approaches in machine
learning and artificial intelligence [11].

In this contribution, we provide the logical extension to
these ongoing trends by explicitly incorporating the need to
preemptively provide data to the destination through anticipa-
tory networking, in turn resulting in negative latencies. The
remainder of this contribution provides a high-level use case
in the following Section to provide an intuitive example and
further motivation. We expand upon this general introduction
with a description and evaluation of a concrete scenario
in Section III that also highlights motivations. We discuss
performance concerns and related issues in Section IV, which
is based on a future path to ubiquitous computing for mobile
user. We conclude in Section V with an outlook of ongoing
works.

II. ANTICIPATORY NETWORKING AND THE NEED FOR
NEGATIVE LATENCY

In order to incorporate the dynamic nature anticipated in the
involving future networks, latency reduction has become a key
issue. For several decades, the focus in network improvements
has been on the increase of capacity to enable the agnostic
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Fig. 1. Overview of remotely synchronized, network-connected independent
control loops. The loops can operate independently from one another for a
certain time based on the user model, which relies on parameter weights.

transport of data from one application endpoint to another.
The increasing timing demands that are being placed on
control loops, however, pose the new latency challenge that
require new approaches to significantly reduce the overall
system latency. For example, the Tactile Internet requires
millisecond and below round-trip latencies, inclusive of all
network transport and processing. Clearly, this will provide a
challenge in many application scenarios.

One potential solution to the pressure on the latency re-
quirements in control loops is to decouple the loops, such as
described in [12]. This particular implementation is based on
the correction of autonomously operating, but coupled control
loops. Here, one side performs operations independent of the
other with intermediate updates of the context that each side
operates in. The approach of including prediction and machine
learning or artificial intelligence to overcome latency presents
a potential solution to several future time-sensitive networked
application challenges, as illustrated in Figure 1.

Here, the two sides operate independently, but each side
requires a working user model, which following typical ap-
proaches in machine learning and AI might be a selection of
parameters/weights that will be applied to a generalized model.
Alternatively, one can reasonably assume that a specific,
trained user model exists that needs to be communicated to
both endpoints, so that the model and weights can be up-
dated over time. With latency becoming the major application
scenario bottleneck, anticipatory networking provides a viable
solution to this bottleneck by making this relevant data and
information available on the sender/receiver side before it is
actually needed. The decoupled control flow scenario is but
one of many conceivable scenarios that highlight the need for
making information available prior its actual usage, which is
what we continue to describe as anticipatory networking in
the following section with a concrete example.

III. CATWALK: EXAMPLE INTEGRATION OF MOBILE
USER PREFERENCES

We now shift to the view to a scenario where multiple
customers are in the same area, e.g., where local advertising is
required to attract interests and convince the mobile people to
perform actions. In turn, a coordination between the humans

within a given local region as well as the surrounding environ-
ment is needed. Furthermore coordination between those that
are in the surrounding environment and those that are arriving
is needed as well, in order to maximize the overall potential
for human actions triggered by the environment. While the
following example is focused on the advertising domain,
other application scenarios can readily be considered, e.g.,
modifying local environmental settings (such as temperature
and relative humidity) to maximize the overall well-being
based on personal preferences or medical requirements. We
term this approach of integrating the plethora of features from
many as Combining Attributes Towards Working And Lever-
aged Knowledge (CATWALK), similar to the amalgamation
of different service types towards serving a diverse audience
through a singular display.

Following the outlined example, we consider a set of
preferences of multiple mobile users that should be jointly
maximized. To determine these preferences, we employ the
ADS-16 data set, which contains the preferences of 120 human
subjects across 20 different categories [13]. The ratings were
based on advertising images as well as texts, and the human
subjects performed multiple ratings in the different categories.
For our evaluation purposes, we intentionally consider the 20
different categories only and not the individual advertisements
in each category (as each category contains 15 rated items, the
number would not be tractable at that granularity and not offer
additional benefits for our evaluation here).

We now assume that an initial number of 1 to 24 subjects
is already present in the region of interest with new subjects
are entering the region, again ranging from 1 to 24. A
local maximization should be attempted to re-combine the
interests of all the users now in the area to either switch to
a new local category (e.g., of advertisements shown based on
user preferences) or maintain the old one. We combine the
individual ratings in each category as their sum for each user
and normalize to z-scores [14] across all users. Subsequently,
we perform an evaluation with the data by splitting the 120
users into the old and new groups, whereby the new group is
always randomly drawn from the pool of users left after the
initial split. The absolute difference in the maximum scores
based on a potential new category selection for the combined
old and new population is determined together with the number
of required category switches.

We illustrate the example outcome for 2500 runs of this
approach in Figure 2. We initially note that the relative
confidence interval width [15] for the evaluation’s focus on
the z-scored delta is commonly around 6 %, indicating a fairly
tight range of result confidence. A high number of change
events is indicated overall, with over 80 % of the time when
considering a single subject that is merging with a large group
in an area. Intuitively, the overall outcome appears realistic,
as the probability to encounter varying interests with potential
higher affinities is increased as the number of people in an area
increases. For the relative gain in affinities, we observe that the
main increase in the overall delta comes predominantly from
the new population as the overall number of subjects increases.
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(a) Average percentage of change events.
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Fig. 2. Overview of possible changes for the combination of old and new customers in a local area if personal preferences are know.

We additionally find that the highest gain can be observed as
more subjects join, while only little gains can be noted for
higher numbers. As the number of subjects already present
in an area increases, the impact that the changes have on the
overall gain diminishes. However, considering the possibilities
of adjustments, we clearly note percent increases of mote than
100 % up to extremes of 400 % could be possible in the given
scenario. While this approach will enable significant speed-up
for aggregated functionalities, several questions arise, some of
them with particular interests for the domains of privacy and
security, which we discuss in the following.

IV. WEIGHT LIFTING: WHERE TO STORE THE WEIGHTS?

In scenarios where one or multiple users provide their
data to service providers in an ad-hoc fashion, several con-
siderations come into play. For example, as actors include
the user and potentially a mobile device, the features and
respective weights for different models could be stored in a
straight-forward fashion on the mobile user’s personal device,
commonplace a smartphone. This would enable the user to
potentially become directly involved in the sharing of informa-
tion, enabling direct oversight for privacy concerns. Ultimately,
direct data control here would require direct (or virtually direct
through encryption) connectivity between the user’s device
and the final service provider’s Model Amalgamation Point
(MAP) that perform the computational components and is di-
rectly or indirectly connected to actuators (in our CATWALK
example, this could be a local display). Intuitively, this could
be achieved, e.g., through employing i.) localized device-to-
device communication, e.g., with wireless LANs or PANs
depending on use case, or ii.) via a mobile network service
provider delivering the data to the service provider’s MAP,
or iii) employing the mobile network service provider’s edge
cloud facilities with a virtual MAP instance, also connected
to the actuating components. These cases are illustrated in
Figure 3, noting that various facets of splitting the service
components exist, but are omitted here for the sake of brevity.

Direct user involvement for a broad adoption, however,
is likely not desirable as it would not result in consumer
buy-in (consider the CATWALK scenario whereby strolling
through a downtown area would result in significant interaction
requirements and customers would likely not participate at all
for sake of convenience). In turn, it might be advantageous to
consider the potentials for less user intervention while simul-
taneously supporting trusted party and/or time-limited storage
of a mobile user’s models’ parameter weights. For example,
the mobile network service provider could obtain the weights
directly from the user’s device, which could be facilitated
in a transparent fashion with opt-in/opt-out opportunities for
the mobile user. Ultra-low latency delivery of weights for
applications on-demand could, e.g., be supported through a
reduction of paths that data needs to take and/or compression.

An alternative approach would be to storing the
user’s/customer’s data directly with the customer’s mobile
network service provider. The result would be storage of user-
specific data in the cloud (as opposed to the prior device
and the latter edge avenues) and the mobile network service
provider could act as an anchor point for the anticipated future
need of making user (customer) models and/or their weights
accessible to a multitude of other service providers in an ad-
hoc as well as pre-determined fashion. As a mobile user’s
service provider already has an interest in shepherding the
user’s data, this could provide an additional revenue stream
while providing safeguards for the user’s data.

Another approach that could greatly reduce the potential for
latency as services are requested is to store the mobile user’s
data at the network edge, independent of the cellular network
service provider, but dependent on the actual service network
provider and the relationship to the local NR-RAN. One could
immediately consider services in the near future that require
the 1 ms time limit of the Tactile Internet while continuously
updating a particular user’s model weights. Past efforts that
could serve as potential starting points for this storage ap-
proach implementation can be derived from mobile caching
avenues, see, e.g., [16]. Here, however, we envision the mobile
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Fig. 3. Different means of providing the user model weights to the Model Amalgamation Point (MAP) of the service provider. Data can be directly delivered
by users in local vicinity (left), via different providers to a localized edge cloud instance or to the local service provider MAP outside the cellular network
provider, via user-centric mobile edge repositories, or from a user’s remote repository.

user’s data can be exchanged from the mobile user models’
twins that can migrate to/from mobile edge clouds [17], which
could in a fashion similar to [16] be following the user under
consideration. Alternatively, the user model weights could be
delivered from the centralized storage with the user’s mobile
network service provider or an alternative service provider that
maintains the user’s data.

V. CONCLUSION

Future networks will be highly dynamic with respect to their
additional service offerings, a direct result of the increased
computing in communication networks. For mobile networks
in particular, an increasing ultra-low latency requirement for
services fosters a need to provide autonomous executed models
that are adjusted by small sets of user-based weights. The
need to make these weights available before actual execution
necessitates a negative latency for the overall service, which
results in anticipatory networking actions.

We provided a first high-level discussion of this approach
and an exemplary use case that is based on a dynamic
advertising service for mobile users. We also provided a brief
view on how and where the user-centric data could be stored
to minimize latency. We foresee significant further research
along this trajectory for various services and combinations of
data to support the future Internet.
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