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Abstract—In this paper, we present and evaluate the outcomes
of a measurement study amongst Android mobile device users,
who volunteered their device-level network activity data through
a newly developed mobile application in January 2013. We evalu-
ate the submitted data in two hour time intervals with respect to
device-level network traffic amounts, application network activity
times, and data distribution (as measure of connectivity) between
mobile (cellular) and wireless LAN networks.

We find fairly homogeneous values with low levels of autocor-
relation or long range dependence for the device-level amounts
of data, but an indication for self-similarity for the summed
application network usage times, which are positively correlated.
In addition, we observe that the average distribution for cellular
interface usage exhibits clear patterns for the day of the week as
well as the time of the day. The combination of these findings can
find direct utilization in future mobile device utilization modeling
efforts.

Index Terms—Mobile applications, Android, connectivity, net-
work traffic

I. INTRODUCTION

In the mobile domain, a continuous race between capacities

(e.g., storage, network, or battery) and capabilities (e.g., sensor

capture, streaming videos, or nonstop status updates) has

significantly increased the demand for mobile delivered data.

The increase in demand forecast for this mobile data, as

predicted, e.g., by Cisco, Inc. in [1], has meanwhile led to a

multiplied interest in the optimization of mobile data delivery

with respect to energy optimizations.

Mobile carrier companies typically implement so-called

“Wi-Fi data offloading,” i.e., the transmission of data over

Wi-Fi rather than the carrier-provided cellular networks, as

one means of increasing their network capacity. Offloading,

however, assumes that users are willing to allow this au-

tomatic network switch, or even transmission of their data

over unknown networks, potentially being prone to security

exploitations.

Other optimization approaches can be based on when and

how much data has to be anticipated in the near (or further

out) future and select networks accordingly. For these types

of approaches, an overview of absolute data amounts, network

activity times, and current network usage will allow insights

into avenues that can be followed in optimization.
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Here, we present the results of a device-level investigation

into the network utilization characteristics by Android root

users that participated in a voluntary study. Other recent works

were targeting, e.g., application behavior from a network

provider point of view, see, e.g., [2]. The authors describe

significant interplays between the types of application used as

well as their contextual relationship to real-world parameters,

such as time, user mobility, or location. In addition to user

behavior, the main group of authors also identified application

behaviors as significantly contributing to inefficiencies in [3].

Specifically, they find that a multitude of applications on mo-

bile devices are working using periodic network connections

in an unsynchronized manner, causing significant over-usage

of the cellular interface.

Similarly, an evaluation of smartphone usage behaviors was

presented in [4] for a smaller user group. The authors found

a high level of diversity between users and conclude that

optimization approached need to adapt to this broad range

of potential s that mechanisms to improve user experience

or energy consumption will be more effective if they learn

and adapt to user behavior. Long term on-device measurement

studies, such as LiveLab [5], are difficult to implement and

only capture a pre-selected user group. In follow-up research,

the authors explained a significant socio-economic impact on

the mobile phone usage patterns in [6]. Additional research

is currently in progress that focuses on usability and human-

computer interaction aspects of mobile phones, including long

term monitoring of application usage, see, e.g., [7].

Our approach is complementing these prior works while

having the benefit of capturing all network interface activity,

whereas similar recent studies, due to their mobile network

provider level of data aggregation, neglect the actual effects

of data offloading, as they only capture cellular network level

data.

The remainder of this paper is structured as follows. In

the following section, we outline the gathering of the data

from volunteers through an Android application. We subse-

quently investigate the device-level network data consumption

in Section III and the network activity times in Section IV.

In Section V, we describe the connectivity type of the mobile

devices based on the submitted information. We conclude with

an outlook on future research venues in Section VI.



II. DATA COLLECTION AND EVALUATION

The data we present throughout this paper was collected

mainly in January 2013 from anonymous users frequenting

online messaging boards from the United States and South

Korea. Due to the optionally anonymous submission system,

we can only anecdotally report that, a larger body of submis-

sions was registered after advertising the mobile application

in South Korea.

A. Mobile Application

We specifically designed a mobile application that gathers

the historical application-level network statistics as stored

on the device by the Android system. In turn, the ap-

plication allows gathering of longer-term usage data in a

single execution which typically requires only a short in-

teraction from a volunteering user. In greater detail, the

developed mobile application gathers user data of installed

applications through the /data/system/packages.xml

file, which contains all Unique IDentifiers (UIDs) of in-

stalled applications on the device. This data is merged into

a database file with the Android system-created historical

network data (containing data in 2 hour time interval bins)

stored in /data/system/netstats_uid.bin and its

related files. Due to the nature of this single collection instant,

we required “rooted” Android devices with operating system

versions of 4.0 and higher (Ice Cream Sandwich and newer)

to gain access to these files.

We illustrate the user interface of the application in Figure 1.

As shown, the application provides feedback to the user

highlighting the actions taken and files operated upon as it

processes various tasks. Finally, the application allows users to

submit either anonymously (only a combined SQLite database

Fig. 1. Screenshot of the developed Android application used to gather
mobile device network usage data.

file) or through the default device email client (which includes

all files processed).

B. High-Level Submission Overview

We received 35 submissions total, which were mainly

distributed amongst the Android operating system versions

Ice Cream Sandwich (4.0.x, 13 submissions) and Jelly Bean

(4.1.x, 21 submissions). We furthermore noted a broad distri-

bution of devices used in the submission process, whereby

the Samsung Galaxy S2 accounted for most (22 devices),

followed by its successor device the Samsung Galaxy S3 (8

devices). Based on these device statistics, we conclude that

they represent a common mix of current device capabilities

that can be expected to operate on mobile networks.

C. Performance Metrics

Let i denote the i-th user’s submitted dataset out of I users.

The aggregated (device-level) number of bytes in each 2 hour

time period is subsequently identified as Xi(t), whereby ti
denotes the place of the period in the submitted i-th time

series of data ranging from t = 0 to t = Ti. We calculate

the individual maximum

Xmax

i
= max{Xi(ti)}, ∀ti (1)

(with the minimum Xmin

i
similarly determined), and average

Xi =
1

Ti

∑

ti

Xi(ti) (2)

for the bytes transmitted by each user i. Furthermore, we

calculate the coefficient of variation (CoV) as a measure of

variability of the network traffic amounts as CoVXi
. We

additionally evaluated the Hurst parameter, denoted as H , to

determine the self-similarity of the value under consideration

using the R/S plot method and the method outlined by Khettani

and Gubner in [8].

Similarly to the network traffic amounts generated, we

evaluate the total network activity time for user i during time

period t as Ai(t). We note that since Ai(t) represents the

sum of all applications’ networked time of the i-th submission

and in turn depends on the number of applications on the

device and their respective network activity patterns. We note

additionally that in turn, Ai(t) can be larger than 2 hours.

We portray these values as aggregates for all users gener-

ically as V (·), e.g., we present the overall maximum (of all

individual maxima Xmax

i
) as

V max(Xmax

i
) = max {Xmax

i
} , ∀i (3)

(with the minimum determined similarly), the overall average

maximum as

V (Xmax

i
) =

1

I

∑

i

Xmax

i
, (4)

and the variability of the maximal values measured by means

of the CoV as

CoVV (X
max

i
) =

σ(Xmax

i
)

V (Xmax

i
)
, (5)



TABLE I
OVERVIEW OF DEVICE-LEVEL GENERATED NETWORK TRAFFIC STATISTICS

(IN MBYTE) FOR 2H TIME PERIOD AGGREGATES.

V min V V max CoVV

Xmin

i
0.00 1.20 35.90 0.17

Xi 2.02 108.29 772.46 0.22

Xmax

i
71.80 4499.33 49919.70 0.20

CoVXi
1.14 3.88 9.74 0.20

H (from R/S) 0.49 0.61 0.97 0.10

H (from K/G) 0.45 0.60 0.79 0.12

whereby σ(Xmax

i
) denotes the standard deviation for the

maximum values evaluated.

Lastly, we calculate the level of activity on the mobile

(cellular) and wireless LAN network interface as a relative

measure. Let XM

i
(t) denote the network traffic captured on

the mobile network and XW

i
(t) denote the network traffic in

the WLAN interface. We subsequently evaluate

rM
i
(t) =

XM

i
(t)

XM

i
(t) +XW

i
(t)

, (6)

i.e., the mobile networks’ relative contribution to the overall

network traffic.

III. NETWORK DATA UTILIZATION

We present the gathered results for the 2 hour aggregates

of total generated network traffic (in MByte) in Table I. We

initially note the overall minimum data was zero, indicating

longer durations of no network activity, e.g., with devices

turned off or in plane mode, whereas the overall average

is similarly low. The low coefficient of variation between

the observed values indicates that this low activity level is

fairly homogeneous. The observed average amount of data

captured as coming through the device network interface is

108.28 MByte in a two hour time frame, which corresponds

to 0.126 Mbit/s averaged constant throughput in this time

period. While we again bserve significantly lower and higher

extremes, we note that the low CoV value indicates only little

variation amongst the evaluated submissions. The maximum

traffic amounts we observed is roughly 40 times the average,

with the extreme average being close to the typical current

Wi-Fi throughput speeds of 54 Mbit/s in an entire two hour

period. CoV values calculated again indicate only low levels

of differences. Considering the overall CoV for the traffic

amounts across devices in Table I indicates that individual

devices exhibit significant variability, which additionally varies

greatly between lowest and highest (CoV=9.74), but little

amongst all of the submitted ones. This indicates that there is

an overall high level of variability, with some extreme outliers.

For the Hurst parameter, we observe that the calculated min-

imum values indicate the absence of long range dependency,

whereas the highest value obtained indicates its presence. The

low CoV values for either approximation method indicate

that overall, only a low level of self-similarity is indicated,

while the presented maximum values indicating its presence

represent outliers.
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Fig. 2. Autocorrelation of network traffic amounts as function of hourly lag,
with average and extreme values of all submissions.

TABLE II
OVERVIEW OF DEVICE-LEVEL NETWORK ACTIVITY STATISTICS AS

FRACTIONS OF 2H TIME PERIODS.

V min V V max CoVV

Amin

i
0.00 0.95 28.34 0.17

Ai 0.02 4.64 83.94 0.17

Amax

i
0.35 15.62 192.00 0.17

CoVAi
0.42 1.18 3.88 0.20

H (from R/S) 0.13 0.76 0.97 0.15

H (from K/G) 0.44 0.77 0.94 0.13

Next, we preset the autocorrelation function (ACF) values

as a function of the hourly lag using the average and mini-

mum/maximum values observed amongst submissions in Fig-

ure 2. We observe a sharp drop in the average autocorrelation,

which then levels out around zero. When compared to the

illustrated exponentially dropping reference, we observe that

overall, the average ACF values closely follow the reference,

indicating the absence of long-range patterns. The presented

plots of minimum and maximum ACF values indicate that

individually, a fairly low level of self-similarity might be found

at time lags of around two and 8-10 hours.

Overall, we conclude that the amounts of network traffic

are significantly large just above 100 MByte in a two hour

time frame, with only a small variation amongst the submis-

sions, with significant amounts of maximum traffic in certain

periods. These high traffic periods, however are not directly

determinable for modeling purposes, as we find only a low

level of long range dependence.

IV. NETWORKED ACTIVITY TIME

We present the activity time (i.e., time spent within 2

hour periods by all applications utilizing the network) in

Table II. We initially note that the lowest level of activity

is zero, which is in line with our prior findings in Section III.

Furthermore, we note that the average activity approaches

95%, which translates into approximately two complete hours

of application activity in a two hour time period, while the

maximum low level activity indicates a significantly higher



number of active applications. The according CoV indicates

that there is little variation amongst these values. Considering

the average activity, we note that the overall average of 4.64

approaches the equivalent of five constantly active networked

applications, again corroborated by a low CoV value observed.

The maximum average activity observed approaches the equiv-

alent of 16 constantly networked applications, which indicates

high device usage as well as battery strains due to wireless

interface activity.

In Table II, we additionally evaluate the long-range de-

pendence indicated by the Hurst parameter H . While the

minimum values observed are smaller than those obtained

for the network data in Table I, we note that the average

is significantly higher, accompanied by a similar level of

variability amongst submissions (indicated by the CoV). This

higher level of the Hurst parameter indicates a presence, albeit

not a very strong one, in the evaluated series of individual

device activities.

We illustrate the ACF values (using the average and min-

imum/maximum values) in Figure 3. We observe a less than

exponential decline of the overall ACF values with lag (time),

which indicates the presence of long-range dependence, i.e.,

there is a average correlation between current and immediately

following levels of networked process activity on the mobile

devices. We note, however, that the span of ACF values

covered between minimum and maximum values is rather

large. This overall corroborates the numerically determined

Hurst parameter values in Table II and provides avenues for

future research.

Overall, we find that on average approximately five ap-

plications are constantly networked, with significant higher

level outliers. In contrast to the amount of data, the time

that applications are active on the network exhibits some self-

similarity, which can be used for future modeling purposes

and requires follow-up investigations into the causes on an

individual application level.
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Fig. 3. Autocorrelation of network activity time of all applications as function
of hourly lag, with average and extreme values of all submissions.
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Fig. 4. Percentage of mobile data for individual days of the month.
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Fig. 5. Percentage of mobile data for individual days of the week.

V. DEVICE CONNECTIVITY ON NETWORKS

We now investigate the mobile device connectivity, ex-

pressed as the amount of data that is transmitted using Wi-

Fi or cellular (mobile) data connections. We particularly are

interested in potentially emerging patterns on different time

scales.

We initially evaluate the fraction of mobile data for the

days of a month, illustrated in Figure 4, for the individual

submissions as well as their average. We observe that the

range of individual distributions covers the entire spectrum

from almost 0% to almost 100% of mobile network data usage.

While, on overall average, we see daily averages of mobile

data traffic in the range of 10 to approximately 35%, it seems

that the middle of a month exhibits an overall “slump” in the

relative mobile vs. wireless LAN traffic distribution.

Next, we illustrate the percentage of data consumption for

the day of the week in Figure 5. Initially, we observe a wide

distribution of values across the week, with an average level of

about 30% of mobile data traffic, which declines to less than

20% in the middle of the week, only to rise again to about 30%

on the weekend. We note that this distinct behavior indicates

a separation of the mobile device network type usage between
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Fig. 6. Percentage of mobile data for individual hours of the day.

weekdays and weekends can be made. One of the origins of

this “slump” in cellular usage during the week could be seen

in the proliferation of wireless LANs on campuses (industrial

as well as educational), which when paired with automatic

network discovery and offloading, result in a significantly

higher fraction of network traffic being routed though the

WLAN network interface. Alternatively, the reason could be

seen in a different pattern of mobility, where users are more

mobile on the weekend and in turn require more cellular data

access. For future modeling efforts, it is hence advisable to

consider the weekday as one impact factor.

Lastly, we illustrate the hourly data distribution between

WLAN and cellular data in Figure 6. We observe when

regarding the hours of a day, the average across users indicates

40% of data being mobile from midnight onwards, with a

slow decrease in the fraction of mobile traffic to around 20%

between noon to around 20:00, followed by a sharp rise back

to the midnight value. An explanation can be seen in typical

mobility patterns, whereby we can assume most users being

stationary at night times at home, likely with local wireless

LAN Internet access for their devices. During the day, morning

or evening commutes might not get captured as they likely

account for less than one hour of measured time. However,

as the day progresses, a significant number of users might

traverse from their working day hours to leisure time hours

of the day, with an increase in data-hungry applications, e.g.,

video streaming, which are more readily served from user-

selected (or automatically offloaded onto) local area networks.

Overall, we note that the evaluation of the distribution

of network traffic between cellular and wireless local area

network interfaces on global average exhibits two trends that

follow (i) the day of the week and (ii) the time of the day.

While some indications for a more pronounced usage of the

mobile interface in the beginning of the month exist, there is

a less clear trend for the day of the month.

VI. CONCLUSION

We evaluated a dataset of Android mobile device users

with respect to the network characteristics on a device level.

We find in this dataset that while a fairly high average

amount of data is exchanged over the available cellular and

wireless local area networks, little correlation or long range

dependence is indicated for the average amounts of this

networked data. Considering the active time of applications

utilizing the network interfaces, we find a significant number

of applications on average are utilizing the network interfaces

(with a potentially negative battery impact), leaving room

for additional optimizations. We find clear patterns for the

distribution between cellular and WLAN utilization, typically

base don the day of the week and the time of day which we

in turn can attribute to typical work/life patterns.

We intent to utilize our presented findings as initial starting

point for more in depth evaluations, taking individual mobile

applications into account. As part of our ongoing work, we are

working on a continuously monitoring application, which will

allow finer granularity evaluations in the future. Based on our

findings, we are additionally beginning modeling of mobile

device level network access behaviors.
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